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1 Introduction

A Project Scheduling Problem consists in deciding “who does what” during the software
project lifetime. This is a capital application in the practice of software engineering, since the
total budget and human resources involved must be managed optimally to end in a successful
project. In short, the main interest of a company is to reduce the time and the cost of the
project, and these two goals are in conflict. The problem addressed in this article accounts for
times, human skills, budget, and global complexity. This makes our study very realistic and
similar to an actual software project planning scenario [3]. In this work we tackle the problem
by using genetic algorithms to solve 36 different software project scenarios. Thanks to our
newly developed instance generator we can perform structured studies about the influence in
the solutions of the most important attributes of the problem. Our conclusions show that
GAs are quite flexible and accurate techniques for this application, and can be an important
tool for project managers [1]. Metaheuristics and, in particular, GAs are not as intensively
applied in the software engineering domain as they are in fields like engineering, mathematics,
economy, telecommunications, or bioinformatics [2]. However, the work of Clarke et al. [4] is
a good reference for solving software engineering problems with metaheuristics.

The article is organized as follows. In Section 2 the Project Scheduling Problem is defined.
Section 3 discusses the representation of the individuals and the fitness function, two very
important issues in applying GAs to a problem. Finally, the experiments and results are
explained in Section 4, and some conclusions and future work are discussed in Section 5.

2 The Project Scheduling Problem (PSP)

In the PSP the resources are people with a set of skills, a salary, and a maximum dedication to
the project. We have E people, each one with a set of skills (from a subset of S skills considered
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for the project), a monthly salary, and a maximum dedication to the project. The last is the
ratio between the amount of hours dedicated to the project and the full working day length
of the employee. The project has T tasks with a set of required skills and an effort (expressed
in person per month) associated to each one. The tasks must be performed according to a
Task Precedence Graph (TPG). The TPG indicates what tasks must be completed before the
beginning of a new task. Our objectives are to minimize the cost pco and the duration pdu

of the project. The constraints are that each task must be performed by at least one person,
the set of required skills of a task must be included in the union of the skills of the employees
performing the task, and the total overtime pov must be zero. The number of skills measures
the degree of specialization of the knowledge. That is, having a project with a globally larger
number of skills the knowledge needed to perform the whole software project is divided into a
larger number of portions than if a reduced number of skills were needed.

Once we know the elements of a problem instance, let us proceed to describe the elements
of a solution to the problem. A solution can be represented with a matrix X = (xij) of size
E × T . The element xij is the dedication degree of the ith employee to the jth task. For
instance, if the employee performs the task with a 0.5 dedication degree he/she spends half of
his/her working day in the task. This information helps to compute the duration of each task
and, indeed, the start and end time of each one, i.e., the time schedule of the tasks. From this
schedule we can compute the duration of the project. The cost can be calculated after the
duration of the tasks accounting also for the dedication and salary of the employees. Finally,
the overtime of each employee can be calculated using the time schedule of the tasks and the
dedication matrix X.

The PSP is related to the Resource-Constrained Project Scheduling (RCPS), an existing
problem very popular in the literature that has been solved with exact techniques [5, 8, 10]
and metaheuristic ones [6, 7, 9]. However, there are some differences between PSP and RCPS.
First, in PSP there exists a cost associated with the employees and a project cost that must
be minimized (in addition to the project duration). Besides, in RCPS there are several kinds
of resource while PSP has one only kind of resource (the employee) with several possible skills.
We must notice that PSP skills are different from RCPS resource kinds. A final difference is
that each activity in the RCPS requires different quantities of each resource while PSP skills
are not quantifiable entities.

3 Representation and Fitness Function

In this article we consider that no employee works overtime, so the maximum dedication of all
the employees is 1. For this reason, the maximum value for xij is 1 and we have xij ∈ [0, 1]. On
the other hand, we use a standard GA with binary string chromosomes to represent problem
solutions and hence we need to discretize the interval [0, 1] in order to represent the dedication
degree xij . We distinguish eight values in this interval that are uniformly distributed, and
employ three bits to represent them. The matrix X is stored into the chromosome in row
major order. The chromosome length is E · T · 3. To compute the fitness of a solution ~x we
use the next expression:

f(~x) =

{
1/q if the solution is feasible
1/(q + p) otherwise

(1)
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where q = wco · pco + wdu · pdu and p = wp + wnt · nt + wrs · rs + wov · pov

The fitness function has two terms: the quality of the solution (q) and the penalty for
infeasible solutions (p). The two terms appear in the denominator because the goal is to
minimize them, i.e., maximize f(~x). The quality term is the weighted sum of the project cost
and duration. In this term, wco and wdu are values weighting the relative importance of the
two objectives. These weights allow us to tune the fitness according to our interest as project
managers would probably do. In the penalization term p we weight and sum the parameters
of the solution that make it infeasible, that is: the overtime of the project (pov), the number of
tasks with no employee associated (nt), and the number of skills still required to perform all
the tasks of the project (rs). Each of these parameters are weighted and added to the penalty
constant wp. This constant is included in order to separate the fitness range of the feasible
solutions from that of the infeasible ones. The values for the weights used in this work are
shown in Table 1. They have been obtained by exploring several solutions and with the aim
of maintaining all the terms of the sum in the same range.

Table 1: Weights of the fitness function.
Weight wco wdu wp wnt wrs wov

Value 10−6 0.1 100 10 10 0.1

4 Experiments and Results

In order to perform a meaningful study we must analyze several instances of the scheduling
problem instead of focusing on just one, otherwise the conclusions could be biased. To do this
we have developed an instance generator that creates new instances after setting a set of param-
eters such as the number of tasks, the number of employees, etc. A description of the generator,
and the generator itself can be found at URL http://tracer.lcc.uma.es/problems/psp.
For this study we generated 36 different instances and we solved them with a GA. We have
separated the instances into two groups: the first one contains 18 instances where the number
of skills demanded in the project (S) is fixed, and the skills per employee change between
instances. The second one (also with 18 instances) has the complementary characteristic, i.e.,
the skills per employee are fixed and the total number of skills of the whole project changes.

The first benchmark have been generated by assigning different values to the following
parameters: number of employees, number of tasks, and number of skills owned by the em-
ployees. The number of skills of the instances is always 10. The number of employees can
be 5, 10, or 15 and the number of tasks 10, 20, or 30. Two ranges of values are considered
separately for the number of skills of the employees: from 4 to 5, or from 6 to 7. With these
values we want to represent the scenario of a medium or small software company that tackles
different sized software projects. The skills per employee represent the training level of the
personnel (higher training level means a larger number of skills). To solve the instances we
use a genetic algorithm with a population of 64 individuals, binary tournament selection, 2-D
single point crossover, bit-flip mutation, and elitist replacement of the worst (steady-sate ge-
netic algorithm). The stop criterion is to reach 5000 steps of the main loop (5064 evaluations).
We performed 100 independent runs for each instance and show in Table 2 left the number of
runs in which a feasible solution was found.
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Table 2: Percentage of runs that got a feasible solution in the two benchmarks.
First 4-5 skills 6-7 skills Second 5 skills 10 skills
Bench. employees employees Bench. employees employees
tasks 5 10 15 5 10 15 tasks 5 10 15 5 10 15
10 69 100 96 86 88 100 10 85 83 85 78 91 99
20 0 0 2 0 0 8 20 0 3 18 0 0 28
30 0 0 0 0 0 0 30 0 0 0 0 0 0

From the results we can notice that the instances with a larger number of tasks are more
difficult than those with a smaller set of tasks. In the second row of results we also observe
the inverse relationship between number of employees and difficulty. To better illustrate the
meaning of these results, we plot the solutions obtained in a graph showing their cost and
duration in two orthogonal axes (Figure 1). Cost and duration are clear trade-off criteria in
any project. This is a kind of graph that a manager would like to see before taking any decision
on the project. To indicate the solutions belonging to an instance we have put a label of the
form <tasks>-<employees> near the solutions.
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Figure 1: Results of the first benchmark with 4-5 (left) and 6-7 (right) skills per employee.
Labels show the number of tasks and employees of the instance.

In the graphs, the solutions of each instance are observed as point swarms. Their elongated
form depends on the scale of the axes (chosen to maintain the solutions of all the instances
in the same graph). We can notice a slight inclination of the swarms showing the mentioned
trade-off between cost and duration: when the cost of a solution is smaller its duration is
higher. As we expected, when the number of employees decreases for a given number of tasks,
the project spans longer in time. This result always holds despite each point swarm represents
a different instance with different TPG. In the graphs we also noticed that the project is more
expensive if a larger number of employees can be used in the solution, except for the instance
with 10 tasks and 15 employees in Figure 1 right. A GA tool will help a manager to find such
unexpected scenarios.

With the second benchmark we study the influence of the number of different skills in
a project. This will be interesting for large companies where an assorted set of persons of
varied experience are to be optimally assigned to software projects. For these experiments
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we fix the range of the number of skills per task and employee from 2 to 3. The number of
tasks can be 10, 20, or 30 and the number of employees takes values 5, 10, and 15, as in the
previous instances. The number of different skills are 5 and 10. The parameters of the genetic
algorithm are the same as in previous experiments, and we also performed 100 independent
runs for every instance. In Table 2 right we show the results.

As in the previous benchmark we can see that an increment in the number of tasks means an
increment in the difficulty of the problem. The participation of more employees usually implies
a decrement of the difficulty of the instance (the project is easier to manage). However, we can
state one new fact: we confirm that a larger number of demanded skills makes the instance
easier (in general) to solve (see Table 2 right). After analyzing the solutions we find out that
the tasks are performed by several employees with a low dedication degree and this seems to
be beneficial for the cost and the duration of the project (compare the results of Figure 2 left
and right).
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Figure 2: Results with 5 (left) and 10 (right) skills. Labels show the number of tasks and
employees of the instance.

From Figure 2 we conclude that the cost of the project increases mainly with the number of
tasks, and the duration of the project decreases with the increment in the number of employees.
This was also observed in the previous instances. However, a solution with more employees
reduces the overall cost of the project, a fact that was not observed before in knowledge-
bounded companies (only well similar to 10-15 in Figure 1 right). The solutions of instances
with a larger staff use all the employees at a low dedication to each task. In this way, the tasks
are performed faster and the global cost of the project is low.

5 Conclusions

In this work we have tackled the general Project Scheduling Problem with genetic algorithms.
A software manager can analyze different scenarios with such an automatic tool to take deci-
sions on the best way to manage a project in a company. Furthermore, in our approach, the
manager can adjust the fitness weights to better represent particular real world projects. The
results show that the projects with more tasks are more difficult to solve, and their solutions
are more expensive to implement in practice. In the same sense, the projects with a larger
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number of employees at its disposal are easier to tackle and can be driven to a successful end
in a shorter time. However, the relationship between employees and cost is not that simple:
in some cases it is direct and in other cases it is inverse. This is where the GA can help. In
the future we plan to add new instances with new features to study their influence on the
difficulty of the instances, such as the complexity of dealing with a large team or the overhead
of assigning a large set of tasks to an employee. In addition, we will solve the problem with
other metaheuristic algorithms, maybe involving Pareto Dominance Concepts.
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